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Abstract—Air pollution, especially fine particulate matter
(PMs>5), poses a serious threat to global public health. Nowcast-
ing (i.e., real-time prediction) is essential to mitigate exposure
risks. However, effectively applying deep learning to PM; 5
nowcasting requires addressing several challenges: (C1) irregular
spatial distribution of ground-based observations, (C2) data
imbalance due to the rarity of extreme pollution levels, and (C3)
increasing difficulty with longer lead times.

In this paper, we propose MULTIAIR (Multimodal learning
for Air pollution nowcasting), a novel multimodal deep-learning
method for PM> 5 nowcasting. MULTIAIR addresses these chal-
lenges by: (S1) integrating satellite imagery to complement
ground-based observations, (S2) employing learnable normal-
ization to improve extreme-level predictions, and (S3) adopting
curriculum learning for stable longer lead-time forecasting. We
empirically show that MULTIAIR outperforms state-of-the-art
baselines, achieving on average 14.9% and 13.3% improvements
compared to the strongest baselines in regression and classifica-
tion metrics, respectively.

Index Terms—Multimodal Learning, Nowcasting, Time Series,
Image Data, Data Imbalance, Curriculum Learning

I. INTRODUCTION

PMs s (ie., particulate matter with a diameter of 2.5
micrometers or less) is a major air pollutant linked to seri-
ous health problems, including acute and chronic respiratory
diseases, cardiovascular diseases, and premature mortality [1],
[2]. Therefore, accurately forecasting PMs 5, especially now-
casting (i.e., real-time forecasting), is essential for promptly
detecting sudden changes in air quality and supporting timely
public health interventions. Recent machine learning-based
approaches, including CNN-LSTM [3], GCN [4], and Trans-
former [5], have achieved strong performance by capturing
spatial-temporal dependencies in P M, 5 forecasting.

Despite these advances, several challenges remain in achiev-
ing accurate PMs 5 nowcasting:

o C1. Irregular spatial distribution of ground-based ob-
servations. Ground-based observations are collected from
sensors. Their irregular spatial distribution, however, leads
to data sparsity in certain regions, making it challenging to
accurately capture spatial patterns.

o C2. Data imbalance due to the rarity of extreme pol-
lution levels. The primary goal of PMs 5 nowcasting is to
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predict extreme pollution levels, which pose serious health
risks. However, the rarity of such events [6], [7] leads to
severe data imbalance (i.e., insufficient training samples) and
thus the underestimation of such events [8], [9].

o C3. Increasing difficulty with longer lead times. While
nowcasting primarily focuses on short lead-time forecasting,
slightly longer lead times such as 3-6 hours still fall within
this scope. However, longer lead times increase prediction
difficulty, requiring machine learning models to learn and
capture subtle input signals.

In this paper, we propose MULTIAIR (Multimodal learning
for Air pollution nowcasting), a novel multimodal learning ap-
proach that integrates time-series and image-sequence data for
P M, 5 nowcasting. MULTTAIR addresses the above challenges
(C1-C3) through the following key components:

e (S1) Adaptive multimodal fusion: MULTIAIR addresses
Challenge C1 (i.e., the irregular spatial distribution of
ground-based observations) by integrating satellite images
as a complementary data source. Rather than simply con-
catenating multimodal representations, MULTTAIR employs
a specialized decoder to adaptively integrate temporal infor-
mation from ground-based observations and spatial infor-
mation from satellite images.

e (S2) Learnable normalization and a specialized loss
function: In response to Challenge C2 (i.e., data imbalance),
we employ learnable normalization to mitigate discrepancies
in time series data for rare (i.e., extreme) cases, along
with an error-adaptive loss function that adaptively adjusts
weighting to emphasize high-error cases, which often in-
clude underpredicted extreme events.

¢ (S3) Curriculum learning and auto-regressive prediction:
In response to Challenge C3 (i.e., increased difficulty with
longer lead times), we employ curriculum learning (i.e.,
progressive training from simpler to more complex tasks)
to improve long lead-time prediction, which is a complex
task. Additionally, we incorporate auto-regressive prediction
to capture temporal dependencies essential for accurate long
lead-time prediction.

We evaluate MULTIAIR on a multimodal dataset with AOD
(aerosol optical depth) satellite imagery and ground-based
observations from South Korea (537 stations) and China (583



stations) over 2021-2023, forecasting 1 to 6 hours ahead.
We show that MULTTAIR outperforms state-of-the-art methods
across various PMs 5 levels, achieving on average 14.9%
and 13.3% improvements compared to the strongest baselines
in regression and classification metrics, respectively. For re-
producibility, our source code and datasets are available at
https://anonymous.4open.science/r/MultiAir-20CS5.

The rest of the paper is organized as follows. In Section II,
we review related work. In Section III, we introduce basic
notations used in this paper and define the air pollution
nowecasting problem. In Section IV, we describe our proposed
approach, MULTIAIR. In Section V, we provide experimental
results. Lastly, in Section VI, we provide conclusions.

II. RELATED WORK

In this section, we discuss prior work relevant to this study.

A. Deep Learning for (Multi-Sensor) Time Series Data

In time series analysis, modeling the temporal patterns of
time series data is crucial. TimesNet [10] transforms one-
dimensional time series into two-dimensional tensors based
on multiple periodicities and captures multi-scale temporal
variations through convolution-based operations. TimeMixer
[11] is a fully MLP-based time series forecasting model that
decomposes and aggregates seasonal and trend components
and ensembles multiple predictors. This approach combines
multi-scale information for both past extraction and future
prediction. Multi-sensor time series require modeling not
only temporal patterns within each sensor but also spatial
dependencies across sensors. PM2.5 forecasting is a rep-
resentative multi-sensor prediction task, as measurements at
different stations are spatially correlated. Prior studies have
modeled temporal dependencies using architectures such as
BiLSTMs [12] and Transformers [5], [13] while capturing
spatial relationships among sensors using CNN-based ap-
proaches [3] and graph neural networks (GNNs) [4], [13].

B. Multimodal Forecasting with Time Series and Image Data

Multimodal approaches combine time-series and geo-spatial
images for forecasting, particularly for weather and air-quality
prediction. One of the key challenges is handling data hetero-
geneity between grid-based image data and sparsely, irregu-
larly distributed time series data. For the PM5 5 forecasting
task, GNN-LSTM [14] models monitoring stations as graph
nodes, defines edges via a distance-based threshold, and as-
signs edge weights according to wind direction and speed. In
addition, aerosol optical depth (AOD) features are incorporated
into the LSTM inputs to capture aloft pollution transport.
CrossViViT [15] processes satellite imagery and time-series
data through separate modality encoders and integrates them
via cross-transformer layers. It then employs a transformer-
based decoder for future sequence prediction. ASOC [16] is
a classification model for precipitation nowcasting that uses
time-series observation data and radar reflectivity images.
Specifically, the model utilizes a pre-trained image-based
model, DeepRaNE [17], to obtain pixel embeddings. These

TABLE I
FREQUENTLY USED NOTATIONS.

Notation Description

t current time (unit: hours)
Tout ~ maximum lead time (length of output sequences)

Ty length of input time series data excluding current time ¢

T; length of input image sequence data excluding current time ¢
At lead time which ranges from 1 to Toue, i.e., At € {1, ..., Tout}
St set of ground-based stations in the target region

Sc set of auxiliary ground-based stations in the context region
S set of all ground-based stations, i.e., S = St U Sc
P®  ground-truth PM> 5 values at time ¢ from all stations
Pg"') ground-truth PM> 5 value at time ¢ from station s
o observation values except PMo> 5 at time ¢ from all stations
oF:) observation values except PMa 5 at time ¢ from station s
® AOD image at time ¢ centered around the target region

1 AOD value at time ¢ at the pixel corresponding to station s

fjiH'At) predicted PM> 5 values at time t + At at station s

dy number of observed values in a ground observation sensor
dp, number of hidden dimensions used in the proposed model

pixel embeddings are concatenated with the corresponding
ground observation data and auxiliary information (e.g., lo-
cations and lead times) as input to the LSTM and attention
blocks. Our model shares some encoder-level design choices
with ASOC; however, our key contributions lie elsewhere,
namely in the key components S1-S3 described in Section 1.

C. Data Imbalance Mitigation Techniques

Data imbalance often causes machine learning models to
underperform on minority classes. For example, in PMs 5
nowcasting, the scarcity of extreme pollution events may
lead to systematic underestimation of high pollution levels.
Learnable normalization [18], [19] alleviates this issue by
adaptively rescaling feature representations, thereby enhancing
sensitivity to rare events. RevIN [18] normalizes input time
series through learnable affine transformations, followed by
output denormalization for adaptive prediction. Dish-TS [19]
further accounts for differences in the occurrence frequencies
of rare cases in the input and output spaces. Another approach
to mitigating data imbalance is to incorporate sample weight-
ing into loss functions, placing greater emphasis on underrep-
resented rare events. Class-balanced loss [20] adjusts weights
by considering the effective number of samples in each class,
and focal loss [21] mitigates majority class dominance by
adaptively weighting minority samples. In our work, we intro-
duce a unified strategy blending adaptive normalization with
a redesigned form of focal-R loss [22], a regression variant of
focal loss, to better handle extreme pollution cases.

D. Curriculum Learning

Curriculum learning [23] is a training strategy inspired by
the way humans learn, where simpler tasks are introduced first,
and more complex tasks are gradually added as the learning
progresses. The primary objective of curriculum learning is
to guide the model to build a strong foundation by learning
easier patterns before tackling more challenging ones. It can
guide the machine learning process, thereby improving the
generalizability and stability of the model. Curriculum learn-
ing has also been applied in multimodal learning. However,
while existing methods account for difficulty variations across
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samples [24] or modalities [25], we focus on the increasing
difficulty associated with longer lead times.

III. PROBLEM DESCRIPTION

In this section, we introduce the problem setting and nota-
tion, and then formulate the air pollution nowcasting problem.

A. Problem Settings

We consider two spatial domains: the target region, where
air pollution nowcasting is performed, and the context region,
which provides contextual information. Each region contains
stations (i.e., sensors) that periodically collect d; ground-based
observation values, including PM5 5. We denote the set of
stations in the target and context regions as St and S¢, respec-
tively. In addition to the ground-based station measurements,
we incorporate aerosol optical depth (AOD) images collected
periodically from a geostationary satellite. These images are
centered on the target region but also capture surrounding
areas. We assume that time series data from the stations and
image sequence data from the satellite are collected every hour.

B. Basic Notations

We introduce commonly used notations, which are listed in
Table I. We use P e RUSTUScl) a5 ground-truth PMs 5
values at time ¢ from all stations and use Pgt) € Ras PMs 5
value at time ¢ from each station s. Then, we use O") e
R(ISTUSc)x(d—1) a5 other observation values at time ¢ from
all stations and use Ogt) € R4~ as other observation values
at time ¢ from each station s. Lastly, I € R¥*W denotes
the AOD image at time ¢ centered around the target region,
where H and W denote the height and the width of the image,
respectively, and Igt) € R denotes the AOD value at the pixel
corresponding to the location of each station s in | (28

C. Air Pollution Nowcasting Problem Definition

The goal of air pollution nowcasting in general is to predict
future PMs 5 values (units: ,ug/mB) at the locations of all
stations within the target region (defined in Section III-A) at
short lead times. In our task, PMs 5 values are predicted at
one-hour intervals from ¢ +1 to t+7,,;, where t is the current
time (units: hours) and 7,,; = 6 (hours) is the maximum lead
time. We denote a lead time by At, i.e., At € {1,..., Tout}

To predict the future PMs 5 values, we use past PMs 5
values and other observation values measured at ground-
based observation stations (i.e., sensors) in the target and
context regions, along with past AOD images collected from
a geostationary satellite. Formally, we define the air pollution
nowcasting problem at the current time ¢ as:

« Input: (1) past PM, s values P70 P® (2) past
other observation values O(t_T’*),...,O(t), (3) past AOD
images I(%Ti)7 ey 10,

o Objective: to accurately predict future PMs 5 values

2 (1A
({PiH t)}sesT)zﬂt“:tl from ¢t+1 to t+T,,, at the locations

of all stations in the target region.
Here, T; denotes the input length of time series data excluding
the current time ¢, and 7; denotes the input length of image

sequence data excluding t. Note that our task is regression,
while we use both regression and classification metrics for
evaluation under varying pollution levels (Section V-A).

IV. PROPOSED METHOD

In this section, we propose MULTIAIR, a novel multimodal
learning approach for PM, 5 nowcasting. Considering the
three challenges in Section I (i.e., C1-C3), MULTIAIR is
designed to achieve the following goals:

o Fusing complementary data modalities: In response to
the irregular spatial distribution of ground-based observation
data (i.e., Challenge C1), MULTIAIR integrates complemen-
tary satellite images, especially through specialized encoders
(Section IV-B) and decoders (Section IV-C).

o Addressing data imbalance for extreme-level prediction:
Extreme P M, 5 values are rare, posing a challenge for accu-
rate prediction (Challenge C2). To address this, we employ
a specialized (de)normalization scheme (Sections IV-A and
IV-C) and a specialized loss function (Section IV-D).

« Taming the difficulty of long-term prediction: To address
the increased difficulty with longer lead times (Challenge
C3), curriculum learning is employed to train an auto-
regressive model (Section IV-C), which captures temporal
dependencies useful in long-term prediction (Section IV-D).
Refer to Figure 1 and Algorithm 1 for the visual overview

and overall process of MULTIAIR, respectively. Below, we

detail the (1) data preprocessing, (2) encoding, (3) decoding,
and (4) training procedures of MULTIAIR.

A. Data Preprocessing via Learnable Normalization

For the time series inputs (P(tl))i,zt_Tt and (O(t/))i,zt_Tt
at time ¢, data preprocessing is applied to address data scale-
related challenges.! Here, we assume that missing values have
already been processed as described in Appendix IX [26].

One challenge stems from the different ranges of observa-
tion values. For example, SO; values typically range from 0 to
0.2 (ppm), while PM5 5 values typically range from O to 150
(g/m3). Since such disparities can hinder the effective use of
smaller-scale values during model training, we apply Z-score
normalization to all non-P M5 5 observations as follows:

~ (") /
. =08 /o, (1)

0]

where station s € St U Sg; time t' € {t—T3,...,t}; and
p € R*=1 and o € R%~! denote the means and standard
deviations of observation values, computed across all ground-
based stations over the entire period in the training data.

Another complex challenge is data imbalance due to the
rarity of extreme pollution levels (Challenge C2 in Section I).
To address this, for input PM, 5 values, we employ learnable
normalization (discussed in Section II-C). The key idea is
to model scale information separately, allowing for scale-
insensitive predictions. This improves prediction accuracy
across various scales, including rare extreme PMs 5 levels.

!For input images (i.e., (I(t/) );/:t—Tl)’ raw AOD values are used without

normalization as they are encoded separately from ground-based observation
data (see Section IV-B).
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Algorithm 1: Inference step of MULTIAIR fg o

Input: (1) Current time ¢, (2) Maximum lead time 7oy,

(3) Previous snapshots of PMs 5 values (P ))t/_t Ty

(4) Previous snapshots of other observations (O(t ))t,,t T

(5) Previous AOD images (I))%,_, X

A
Output: Predicted PM> 5 values ({P o ”}SGST)E;‘ , at
all stations in the target region from ¢ + 1 to ¢ + Tou
foreach s € St U Sc do
IPL))

| @u &, fo(PETT -
fort' «— t—T; to t do

o =

IS

X ()

PREPROCESS(P"), 0" {0, }sesruso, {€.Fsesrusc)
H, C < ENC; ((X(t'))ﬁ/ ¢+ 1,) // Time-series encoder
(VAT B (1, Towy, (1) _g,)

// Image-sequence encoder

(t+At) To,
(P, Yoesr) My,

DEC(t7 TOI-lla H7 07 (V(t+At))£0:L:1’ {(PS}SGST’ {gs}SEST)

// Multimodal decoder for prediction
A
return ({P( Ay o

}S€ST)At 1

Specifically, input PMj 5 values are normalized as follows:

~(t) ’
Ps = (Pgt ) - Sos)/( V gf + 6)' (2)
Here, station s € Sy U S¢; time t' € {t — T3, ...,t}; € > 0 is

a small fixed constant introduced for numerical stability; and
@, € R and £, € R are scale coefficients computed using
input PM> 5 values from the station s as follows:

eu = fo(PUT| | PY)), Q)

I Linear layer | | Linear layer |
Lstmp Self- LsTM o Self- LstmpSelf-
cell | attention cell | attention Cell | attention
(Multi (Multi (Multi
modal modal modal _
Fusion usion usion v

t t t

. Y &+Tour)

(c) Decoding for Prediction

V(t+1) V(t+2)

Overview of MULTIAIR, which consists of (1) data preprocessing, (2) encoding of multimodal data, and (3) decoding for prediction.

where fy is a learnable function, such as a linear mapping.
The scale coefficients ¢, and &, are expected to be learned
to represent the overall scale and fluctuation scale of input
PMs 5 values from station s, respectively. Note that the
scale coefficients are stored for use in the denormalization
of predicted PMs 5 values in Section IV-C.
After normalization, the final input time series data from
each station s € S U S¢ at tlme t 1s obtained as follows:
X = B0 m{"), “)
where we concatenate (1) the normalized PM, 5 value, (2)
the normalized other observation values, and (3) the missing
value indicator vector "’ € {0, 1}9 (see Appendix IX [26]
for details of mg )) These preprocessed time series inputs
(X(t ))t,,t 1, are used for the next encoding step, together

with the input AOD images (I N, T

Complexity analysis. This data processing step takes O(|.S|-T}-
d;) time by linearly scanning every station across the past T}
time steps and d; features to apply the learnable normalization.

B. Encoding of Multimodal Data

In this section, we introduce two specialized encoders
in MULTIAIR, designed to process input time series data
(i.e., ground-based observations) and image sequence data
(i.e., AOD images from a satellite), both obtained from the
preprocessing step.

1) Time-series encoder (Algorithm 2): The first encoder
is designed to capture temporal and spatial dynamics of the
input time series data (X(t,))ﬁ,:FTt, i.e., ground-based obser-
vations from multiple stations. To achieve this, we integrate



Algorithm 2: Time-series encoder ENCy

Algorithm 3: Image-sequence encoder ENC1

Input: Previous time series values from all stations
(X,
Output: Time series-based hidden state encodings H and
cell state encodings C at all stations

1 H<+ {0}sespuse // Initial hidden state
2 C + {B}sesruse // Initial cell state
3fort' < t—T,tot do
4 | foreach s € ST U Sc do

")
s x5 e xt >|\PE<sz>||PE<sy>HPE< L) IPE(EL) [PE()]
6 H,,C, <—LSTME(X( ,Hs, Cs)

7 | {Hs}sespuse < MHA({Hs}sespuse)

8 return H, C

an RNN-based model (spec., LSTM), which captures temporal
dependencies, and a self-attention mechanism, which captures
spatial dependencies between observation stations.
Specifically, for each station s € S U S¢, the time series-
based hidden state encoding vector H, € R% and the time
series-based cell state encoding vector C, € R are initial-
ized, where dj, denotes the dimension of the encodings. Then,
the time-series encoder sequentially updates these encodings
by alternating (1) the LSTM cell and (2) the self-attention

block, as outlined in Algorithm 2.

o LSTM cell for temporal dependencies: In addition to
the input time series data (X(t ))t, +_T,» We incorporate
auxiliary information on the location of each station s and
time ¢ as extra input to the LSTM cell [27], denoted as
LSTMg. Specifically, at each time step ¢’ € {t — Ty, ...,t},
the input from the station s to LSTMg is:

X, = XU|pE(s,) [PE(s,) PR, [PE(E) [PE (), (5)
where PE(x) € R% is a sinusoidal encoding vector from
the original Transformer [28], with a dimension d,; s,
and s, denote global location information of station s
(sy: longitude, s,: latitude); and ¢/, ¢/, and ¢} denote the
global temporal information (¢],,: month, t/;: day, ¢},: hour)

of ¢’. Using the input X( ) , LSTMg updates the hidden and
cell state encodings for each statlon satt,ie.,
H.,,C, « LsTHs(X. ), H,, C.). 6)

« Self-attention block for spatial dependencies: Then,
we further update the state encodings for each station,
considering the spatial dependencies between observation
stations. To this end, we compute self-attention among the
hidden state encodings {Hs}scs,us. using the multi-head
self-attention block [28], denoted as MHA, incorporating
information from relevant stations, i.e.,

{HS}SESTUSC «— MHA({HS}SESTUSC)) @)
where {H,}scs,us. serves as the key, query, and value
input for MHA.

The time-series encoder alternates the LSTM cell and self-

attention module iteratively for the length of the input time

series (i.e., T} + 1 times). Lastly, it produces the final hidden-
state encodings and cell-state encodings for all stations, de-
noted as H and C, respectively. The detailed process of the

time-series encoder is described in Algorithm 2.

Input: (1) Current time ¢, (2) Maximl}m lead time 1oy,
(3) Previous AOD image sequence (I*))%,_, T,

Output: Image-seq}lence encodings at all stations
(V(t+At) out

Nt=1
S(E+AD) T,
1 (I )ty = (DL 1))

2 for At < 1to Toy: do
3| VA {D}sesruse

(t+ A1)
4| b1 — ZSESTUSC I
—

( (t+At))

(t+At)/‘ST U Sc|

5

2(t+At) t+at))?
Saespuse (B0 =i *20) ISz U sel

6 | foreach s € ST U S¢c do

; V(t+At)
LT TR0l A0 | (o240 )2

s return (Va0 Tout

Complexity analysis. For the time-series encoder, each of the
T; time steps involves an LSTM update with a computational
cost of O(|S| - d,?), followed by a full- station self-attention
operation with a cost of O(|S| - dj,% +|S|? - dj,). Hence, the
total time complexity of the time-series encoder is O(T - (|S]-
dp? + |7 - dp)).

2) Image-sequence encoder (Algorithm 3): The image-
sequence encoder is designed to capture spatiotemporal char-
acteristics of the input image sequence data. To accomplish
this, we leverage a video-prediction model fy, specifically
SimVP [29], which is both effective and computationally
efficient for this task. Prior to use, we pre-train fy, to predict
future AOD image sequences, as described in Section IV-D.

Specifically, at the current time ¢, the input AOD image
sequence (I(tl))i,:FTi is fed into the video prediction model

S(t+A
fu to predict the future AOD image sequence (I(tJr t))r‘gt“; 1

from ¢t+1 to t+7,,:. Then, we construct the image-sequence
encoding vector VgtJrAt) € RTi*4 for each future time ¢ + At
and each station s by concatenating (1) AOD prediction: the

predicted AOD value iiHAt) at the pixel corresponding to
the station s from the predicted AOD image at ¢t + At, (2)
temporal context: the previous AOD values Igt*Ti), ceey Iff)
from the pixel corresponding to the location of the station s in
the input AOD image sequence, and (3) spatial context: mean
ugH_At) and variance (O’EH_At)) of the AOD values across
all pixels corresponding to any station from the predicted
AOD image at t + At. We denote the image sequence-
based encoding vectors for all stations at all lead times as
(VFADYToue | The details of the image-sequence encoder
are provided in Algorithm 3.

Note that these image-sequence encodings complement
time-series encodings. Specifically, they capture temporal and
spatial contextual information that time series from irregularly-
located observation stations alone cannot effectively provide
(see Challenge C1 in Section I).

Complexity analysis. The image-sequence encoder takes
O(H - W(T; 4+ Tpy:)) time for applying a CNN to 7; input
frames and T,,; predicted frames, where each frame consists



of an H x W map, and an additional operation for per-
station pixel extraction and statistical calculation with a cost
of O(|S|-T; - Tyus). > As a result, the total complexity of the
image-sequence encoder is O(H - W (T;+Tout)+|S| T - Tout)-

C. Multimodal Decoding for Prediction (Algorithm 4)

In the decoding step, MULTIAIR produces final PM; 5
- (t+A
predictions (i.e., PitJr g for each station s and lead time

At) based on time-series encodings H and C (Section IV-B1)
from ground-based observation data and image-sequence en-
codings (VA0 Lout (Section TV-B2) from satellite image
data, which are complementary. To effectively decode these
multimodal encodings, especially by addressing Challenges
C1-C3 (Section I), we employ a specialized auto-regressive
structure and a learnable denormalization scheme.

1) Recurrent Auto-regressive structure with multimodal fu-
sion: The proposed decoder has an auto-regressive structure
composed of the LSTM cell [27], denoted as LSTMp, and the
multi-head self-attention module [28] MHA defined in IV-B1.3
These components capture temporal and spatial dependencies,
respectively, to enhance prediction accuracy. Refer to Figure 1
for a visual description of the decoder.

Instead of relying on general multimodal fusion meth-
ods (e.g., MLPs with concatenated multimodal embeddings),
MULTIAIR achieves adaptive multimodal fusion through the
gating mechanism of an LSTM. The forget gate filters out
temporal patterns in ground-based time-series data, while the
input gate selectively incorporates new spatial information
from satellite images. Through this dynamic balancing, MUL-
TIAIR can preserve trends of time-series data while flexibly
capturing sudden spatial variations.

Specifically, for the first lead time, the hidden state of the
LSTM cell is initialized with the time series-based hidden
state encodings H, and the cell state is initialized with
the time series-based cell state encodings C. Then, LSTM;
updates the hidden and cell state encodings Hg, C, using
the image-sequence encoding at the first lead time Vgt“) as
input for each station s € S U S¢, i.e.,

H,,C, = LSTM,(V{+2Y H,, C,). (8)

Note that, here, the encodings from multiple modalities are
finally fused. After that, the hidden state encodings H are
further refined through MHA, incorporating information from
other stations, as follows:

{H}sesruse = MHA({H}ses,rusc), ©)
where {H;}sesruse serves as the key, query, and value
input for MHA. Lastly, the updated hidden state encodings H
and cell state encodings C are fed back into LSTM, for the
next lead time, and the above process is repeated with the
image-sequence encodings (V(Hm))g’g‘;Q serving as inputs
for subsequent lead times, as illustrated in Figure 1.

2Note that architecture-specific constant terms, such as the number of en-
coder/decoder stacks, the number of translator modules, and the convolution-
kernel sizes, are omitted for clarity.

3Here, auto-regressive decoding refers to the recursive propagation of the
decoder’s hidden and cell states across lead times. rather than the direct
feedback of predicted PMs 5 values.

Algorithm 4: Multimodal decoder DEC

Input: (1) Current time ¢, (2) Maximum lead time Ty,
(3) Image-sequence encodings {V 4801 Tout —at q]
stations,
(4) Time series-based hidden state encodings H,
(5) Time series-based cell state encodings C,
(6) Overall scale coefficients {¢, }scsy»
(7) Fluctuation scale coefficients {&, }ses,
Output: Predicted PM> 5 values ({f)ff*“’
all stations in the target region
1 for At < 1 to Tyy: do
2 | foreach s € ST U Sc do

3| | He, Co < 18104 (VIT2Y H,, C,)

4 | {Hs}sespuse < MEA({Hs}sespuse)
5 | foreach s € St do

o | [ PO (WH, 4 b)(VE T o) + o,

7 return ({PEHM)

}SEST)Z)tu:tl at

T,
}SGST)AOtu:tl

This auto-regressive structure enhances prediction accuracy
for longer lead times by capturing temporal dependencies.
Thus, combined with multimodal fusion, it helps address
Challenges C1 and C3 in Section I.

2) Final prediction with learnable denormalization: In the
proposed decoder, for each lead time, the updated hidden state
encoding H for each station s within the target region is fed
into a linear layer to produce initial PMs 5 predictions. This
linear layer, parameterized by the weight matrix W and the
bias vector b, is shared across all stations and lead times.

These initial PMs 5 predictions are denormalized to pro-
duce final predictions. As the inverse process of learnable
normalization (see Section IV-A), denormalization here re-
stores scale information, which was separately modeled during
normalization. To this end, we leverage the overall scale
coefficient ¢, and fluctuation scale coefficient &, which were
derived for each station s during normalization.

Using both, for each lead time /At and each station s € S,
the final prediction of PMs 5 value is obtained as follows:

pUTY L (WH, + b)(\/E2 4 o) + 0.,

where H, is the updated hidden state encoding corresponding
to time t + At. More details about the decoding process are
provided in Algorithm 4.

Note again that learnable denormalization, along with learn-
able normalization (Section IV-A), enables separate modeling
of scale information, allowing for scale-insensitive predictions.
This enhances accuracy across different scales, including ex-
treme PMs 5 levels, which are often rare in training data.
Complexity analysis. The multimodal decoder operates over
Touw auto-regressive steps. At each step, it performs (1) an
LSTM with time complexity O(|S| - d2), (2) a full-station
self-attention with time complexity O(|S|? - dj, + |S] - d2),
and (3) a linear projection followed by the denormalization
over all target stations with time complexity O(|Sr| - dp).
Consequently, the total process of the multimodal decoder
takes O(T,ut(|S)? - dp + |S| - d3)) time.

(10)



Algorithm 5: Training process of MULTIAIR

Input: (1) Training time set T, (2) Minimum time Ty,
(3) Maximum time 7', gz,

(4) Maximum number of training epochs Ey,qz,

(5) Training PM> 5 data {P(t/)}t,’;‘,}z

.
min

(6) Training air quality data {O(tl)}f’”‘”

=Tomin’
(7) Training AOD images {1)}7msr

(8) Learnable model parameters ® (i.e., #, W, b, and
parameters of LSTMg, LSTMp, MHA),

(9) Video-prediction model parameters

Output: Trained model parameters ¥, video-prediction

model parameters ¢

/+ Stage 1: Pretraining video-prediction
model parameters %/
1 for epoch < 1 to Fpa. do
2| L(¢) 0
3 | foreach ¢t € T do
a | [ AT I e (O]

s for At <1 to Tout do
o| || L) — L) + Luss(@+20 T2

7 | Y —nVL(Y)

Freeze 1 during the curriculum-learning stage;

/+ Stage 2: Time-ordered curriculum
learning for model parameters & */

for 7. < 1 to T,y do

10 | for epoch < 1 to E,,qp do

)

o«

£

11 L(P)«+0
12 foreach ¢t € T do
A (t4+At) )
13 ({Ps }SEST)qAﬂ‘tzl A

f<1>,w (t> T, (P(t ))E’:thp (O<t ))i':t—Ttv (I(t ))i’:t—Ti)

14 for At < 1to T, do
15 Lforeach s € St do
~ (t+At)

" | £(®) « L(®) + Leoow (PIH2Y, P

)

17| | & @ —nvL(P)

18 return @,

D. Training Process with Curriculum Learning (Algorithm 5)

In this subsection, we present our novel training strategy for
training learnable parameters in MULTIAIR, with a focus on
(1) pre-training, (2) curriculum learning, and (3) error-adaptive
loss. Note that the training dataset over the training time set
T consists of (1) PM,5 time series data {P(t,)}g’;“T";ﬂm

and

(2) other observation time series data {O(t/)}g’;‘ﬁm,
(3) training AOD image sequence data {I(t/)}'fg‘ﬁnm, where
Tonin = min(T) — max(T;,T) and T)en = max(T) + Tpye-

1) Pre-training of the video-prediction model: The first
training step is to pre-train the video-prediction model fy,
which forms the image-sequence encoder of MULTIAIR (Sec-
tion IV-B2), to enhance its ability to capture spatiotempo-
ral information. As the pretext task, we use the task of
predicting future AOD images. Specifically, given the input

’

image sequence (I’ )i/zt—T,; at time ¢, fy predicts the future

NCEWN
sequence (I(tJr t))zﬁ‘:ﬁl from ¢t + 1 to ¢ + T,y Then, the

mean squared error (MSE) between the ground-truth image

sequences (I(t+At))£"t“; 1 and the predicted image sequences

S(t+At , . . .
(I( ))&21 over all time steps ¢’s in the training set is used

as the loss function, denoted as Lysg.

2) Curriculum learning for longer lead times: As high-
lighted in Challenge C3 in Section I, the difficulty of PMs, 5
prediction increases significantly with longer lead times. To
address this, we progressively enhance the capability of MUL-
TIAIR by first training it for short lead times and gradu-
ally increasing lead times, following the curriculum learning
paradigm (see Section II-D). This approach helps improve the
stability of MULTIAIR in predictions for longer lead times.

Specifically, after pretraining the video-prediction model,
curriculum learning is applied to train the learnable parameters
of MULTIAIR (e.g., #, W, b, parameters of LSTMg, LSTMp,
MHA). At each curriculum stage 7., which starts from 1 and
increases up to 7,,:, MULTIAIR is trained to predict PM 5
values from time t+1 to t+7 at all stations in the target region
at every time ¢ in the training set, and to this end, a specialized
loss function described in Section IV-D3 is employed. Once
training for each stage 7. is completed, 7, is incremented by
one, and the parameters of MULTIAIR are further updated to
handle the increased difficulty of longer lead times in the same
manner. The overall procedure is provided in Algorithm 5.

3) Error-adaptive loss for extreme level prediction: As
stated in Challenge C2 in Section I, the rarity of extreme
P M, 5 levels in the training set makes their accurate prediction
challenging. To address this, we design a weighted loss
function that assigns larger weights to high-error cases, which
include such rare cases, adapting focal loss and its variants
discussed in Section II-C.*

Specifically, the loss function is defined for each station s,
current time ¢, and lead time At based on the predicted and

~ (t+At
ground-truth PM, 5 values, Pi ) and PUHA)_ 4 follows.
- (t+At)
Looear(PIFAY. P = (11)
(20((BPLH20 — B2y — pEHan _ BT

where o is a sigmoid function; and S and - are hyperparame-
(t+at) _ sl
ters. Here, the term 20 ((3|P} -P [)Y) —1) serves

as the weight for each case (i.e., s, t, and /At triple), and the
weight increases as the prediction error [P{T4Y) — f’it+At)|
grows, which can be interpreted as difficulty. The hyperparam-
eters 5 and ~y control the scaling and sensitivity of the weight.
The loss function in Eq. (11) is computed and aggregated
across all stations and time steps during training for use in
the curriculum learning process (Section IV-D2).

While the weight in Eq. (11) is not directly defined based
on PM, 5 levels, extreme PM, 5 values are likely to receive
larger weights due to the difficulty of predicting rare cases.
Thus, the prediction of such extremes is improved.

V. EXPERIMENTS

In this section, we evaluate MULTIAIR to answer the
following questions:

4Eq (11) is inspired by focal-R loss, but the weight is zero at zero residual
and approaches one as the residual magnitude increases. The focal-R loss is

defined as o((BP{TAY — pUTAD |y pltan _ pltan,



o Q1. Effectiveness of MULTIAIR (Section V-B). How
accurate is MULTIAIR in nowcasting for different lead times
and pollution levels?

e Q2. Ablation Study (Section V-C). How much does each
component of MULTIAIR contribute to its performance?

e Q3. Case study for Extreme Air Pollution (Section
V-D). How accurate is MULTIAIR in predicting extreme air
pollution cases (> 75ug/m?>)?

A. Experimental Settings

Below, we describe our experimental settings. All experi-
ments were conducted on a server with 512GB of RAM and
eight RTX A6000 GPUs.

1) Datasets and splits: We use aerosol optical depth
(AOD) images around South Korea collected hourly by GEO-
KOMPSAT-2A for satellite data. The size of each AOD image
is 900 x 900, with 2km x 2km resolution. The length T;
of the input image sequence (excluding one for the current
time step) is 12, spanning 12 hours. Our target stations Sp
are 537 ground-based observation stations in South Korea’
and auxiliary stations S¢ are 583 stations in China. We use 6
(= dy) air quality measures collected from the stations: PMs 5,
PMg, O3, NO3, CO, and SO5. The length T} of input time
series data (excluding one for the current time step) is 6,
spanning 6 hours. For all experiments, we randomly sample
90% of the dates from 2021 to 2022 for training and use the
rest for validation. All data from 2023 is used for evaluation.

2) Baseline methods: We use eight baseline methods, in-
cluding multimodal models [15], [16], advanced time series
forecasting models [10], [11], [27], [28], and specialized air
quality forecasting models [5], [14], categorized as follows:
o As a baseline method that uses both ground-based obser-

vations and satellite images, we adapt (a) ASOC+ [16],

the state-of-the-art precipitation nowcasting method, for

PM,; 5 prediction. Specifically, we replace radar images

with AOD images, to leverage their correlation with PMs 5.

Additionally, we modify the model output from precipitation

class probabilities to the absolute PMs 5 values. We also

use (b) CrossViViT-MS, which is an adapted version of

CrossViViT [15] for multi-station forecasting.

« For baseline methods using only ground-based observations,
we use (¢) a vanilla LSTM model with an encoder-decoder
structure [27], and (d) a vanilla Transformer model [28]. In
addition, we use two state-of-the-art time series forecasting
methods: (e) TimesNet [10], and (f) TimeMixer [11].

o Lastly, we use (g) AirFormer [5] and (h) GNN-LSTM [14],
which are state-of-the-art PM, 5 forecasting models based
on transformers and graph neural networks, respectively.

For ASOC+, TimesNet, TimeMixer, and AirFormer, we use

the open-source implementation. We equip ASOC+ with

DeepRaNE [17] as in [16]. For the input of these baseline

methods, we use the sequence of ground-based observations

on air quality with positional encoding on location and time
for prediction as described in IV-B. CrossViViT-MS and GNN-

LSTM were implemented under our station-wise multivariate

Shttps://www.airkorea.or.kr/web/
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Fig. 2. Predictive performances on the test set evaluated using classification
metrics (CSI and F1 scores, where higher values indicate better performance).
MULTIAIR performs best across all pollution levels and lead times. Error bars
indicate the standard error of the mean across test samples.

forecasting setting across multiple monitoring stations. De-
tailed experimental settings and hyperparameters are provided
in Appendix X [26].

3) Evaluation metrics: For evaluation, we use both regres-
sion metrics and classification metrics, measured for each lead
time. As regression metrics, we use root mean square error
(RMSE) and mean absolute error (MAE). For classification
metrics, according to [30], we divide PMs, 5 values P (in
wg/m?3) into 4 classes: (1) Severity 1 for P < 15, (2) Severity
2 for 15 < P < 35, (3) Severity 3 for 35 < P < 75, and
(4) Severity 4 for 75 < P. As previously noted, the PMs 5
values observed from stations in Korea are imbalanced across
classes, with the following distribution: Severity 1 (53.5%),
Severity 2 (36.5%), Severity 3 (9.1%), and Severity 4 (0.9%).
Based on these classes, we define three cumulative classes,
which are each (a) Severity 2 or worse (P > 15), (b) Severity
3 or worse (P > 35), and (c) Severity 4 (P > 75), to evaluate
severe air pollution detection, which is the main purpose of
air pollution nowcasting.

The classification metrics, the critical success index (CSI)
and F1 score, are defined for each cumulative class ¢ as:

TP, Fl 2 x TP,
- TP.+FP.+FN.” ° 2xTP.+FP.+FN,.’
where TP, FP.,FN, stand for the counts of true positives,
false positives, and false negatives, respectively, for each
cumulative class c. See Appendix XI [26] for other metrics.

CSI.

B. Effectiveness of MULTIAIR

We demonstrate the effectiveness of MULTIAIR by com-
paring its performance against the baseline methods described
in Section V-A2. As shown in Figure 2, where classification
metrics are used, MULTIAIR outperforms all baseline methods
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TABLE II
ABLATION STUDY RESULTS IN TERMS OF AVERAGE CSI SCORE (AVG. CSI), AND RMSE. MULTIAIR PERFORMS BEST ACROSS ALL LEAD TIMES.
IN EACH SETTING, THE BEST AND THE SECOND-BEST PERFORMANCES ARE IN BOLD AND UNDERLINED.

Lead MULTIAIR w/o Sat. w/o Dec. w/o LN w/o Curr. w/o HP w/o HP+Under w/o HP+Over
time | Avg. CSI RMSE | Avg. CSI RMSE | Avg. CSI RMSE | Avg. CSI RMSE | Avg. CSI RMSE | Avg. CSI RMSE | Avg. CSI RMSE \ Avg. CSI RMSE
1 hr. 0.759  3.998 0.755 4.038 0.750 4.117 0.752 4.051 0.749 4.154 0.744  4.149 0.744 4.162 0.740 4.167
2 hr. 0.691 5.184 0.685 5.253 0.673 5401 0.680 5.207 0.677  5.390 0.673  5.359 0.669 5.394 0.665 5.403
3 hr. 0.639 6.108 0.629  6.198 0.620 6.372 0.622  6.138 0.625  6.345 0.619  6.295 0.613  6.340 0.609 6.316
4 hr. 0.597 6.886 0.584 7.003 0.577  7.197 0.573  6.949 0.582 7.172 0.576  7.063 0.567 7.121 0.564 7.054
5 hr. 0.559 7.570 0.544 7.721 0.538 7.957 0.534 7.626 0.543  7.905 0.535 7.723 0.529  7.799 0.526  7.705
6 hr. 0.525 8.160 0.509 8.338 0.505 8.624 0.500 8.201 0.510 8.525 0.498 8.313 0.495 8435 0.492 8.296
—— MultiAIR —— ASOC+ LSTM TABLE III
—— Transformer —— TimesNet —— TimeMixer AVERAGE INFERENCE TIME (MS) PER SAMPLE ON THE TEST SET.
GNN LSTM — AirFormer —— CrossViViT-MS ALTHOUGH MULTIAIR INCURS ADDITIONAL COST DUE TO IMAGE
- ENCODING, SUCH LATENCY IS NEGLIGIBLE IN PRACTICAL NOWCASTING
SCENARIOS FORECASTING 1—-6 HOURS AHEAD.
14 10 Model MULTIAIR ASOC+ CrossViViT-MS LSTM
wl2 W Inference time (ms)  32.82 28.70 28.69 3.08
&a < 7
E 18 = 6 Transformer TimesNet TimeMixer GNN-LSTM Airformer
8
7t 5 4.94 17.80 5.83 24.77 7.73
g 4
4 3 denormalization; and w/o Curr., which removes curriculum
1 2 3 4 5 6 1 2 3 4 5 6 . . . . .
Lead time (hour) Lead time (hour) learning. We also evaluate high-pollution handling variants:
(a) RMSE (b) MAE w/o HP, w/o HP+Under, and w/o HP+Over, which remove

Fig. 3. Predictive performances on the test set evaluated using regression
metrics (RMSE and MAE, where lower values indicate better performance).
MULTIAIR performs best across all lead times. Error bars indicate the standard
error of the mean across test samples. MultiAir also achieves more consistent
performance: the station-wise standard deviation of its RMSE is 1.53, lower
than those of all competing methods, which are at least 1.74.

across all pollution levels and lead times, achieving an average
CSI score that is 13.3% higher than the strongest baseline.
Notably, for Severity 4 (> T5ug/m?®), MULTIAIR achieves,
on average, 22.2% higher CSI and 15.1% higher F1 score,
demonstrating its strong effectiveness in predicting high pol-
lution levels. As shown in Figure 3, also in terms of regression
metrics, MULTIAIR outperforms all baseline methods across
all lead times. Specifically, it achieves an average RMSE
reduction of 14.9% compared to the strongest baseline. In
Appendix VII [26], we provide the detailed numerical values
for the figures, and in Appendix XI [26], we show that
MULTIAIR achieves the best performance across all additional
metrics, including ACC, POD, and NME, while achieving the
second-best performance in FAR.

In addition, we evaluate inference time on the test set.
As shown in Table III, MULTIAIR takes longer than the
baselines due to its image encoding process, but the per-sample
inference time remains in the millisecond range. In practical
nowcasting scenarios, such latency is negligible compared to
the forecast horizon, which typically spans 1-6 hours.

C. Ablation Study

We conduct an ablation study to evaluate the contribution
of each component of MULTIAIR. To this end, we consider
w/o Sat., which excludes satellite images; w/o Dec., which
replaces the proposed decoder with MLP-based satellite-image
fusion; w/o LN, which removes learnable normalization and

both focal-R loss and learnable normalization and use no
sampling, undersampling, and oversampling, respectively. We
follow the evaluation protocol in Section V-B, and provide full
results with additional metrics in Appendix XI [26].

Table II reports the results in terms of Avg. CSI over
the three cumulative pollution classes and RMSE. MULTI-
AIR achieves the best Avg. CSI and RMSE across all lead
times, demonstrating the effectiveness of the full design. The
degradation of w/o Sat. and w/o Dec. confirms the benefit
of satellite imagery and the proposed multimodal decoder,
while the lower performance of w/o Curr. supports the role of
curriculum learning for multi-step nowcasting. Moreover, w/o
HP, w/o HP+Under, and w/o HP+Over all underperform
MULTIAIR, indicating that conventional sampling strategies
are less effective than the proposed combination of focal-R
loss and learnable normalization for high-PMs 5 prediction.

In addition, we evaluate the sensitivity of MULTIAIR to key
hyperparameters; refer to Appendix XII [26] for the results.

D. Case Study for Extreme Air Pollution

Figure 4 presents a case study of extreme air pollution
events for Severity 4, visualizing predictions across lead times.
MULTIAIR shows high prediction accuracy at a short lead time
(2 hours) and, notably, continues to outperform competing
models even at a longer lead time of 6 hours, accurately
capturing extreme air pollution events.

VI. CONCLUSIONS

In this paper, we introduced MULTIAIR, a novel multimodal
learning approach for PMs 5 nowcasting. First, to address the
challenge posed by the irregular spatial distribution of ground-
based observations, MULTTAIR integrates satellite images as
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Fig. 4. Prediction results by MULTIAIR, TimeMixer, and CrossViViT-MS
for extreme air pollution case (January 6, 2023 at 1 pm). For visibility, we
only display observations and predictions of Severity 4 (> 75ug/m3). The
figure on the left shows the ground-truth PM> 5 values, and the other images
show the predicted PM2 5 values at different lead times. MULTIAIR predicts
the location and intensity of the high-pollution region more accurately than
TimeMixer and CrossViViT-MS across lead times.

an external information source for data fusion. Second, to
enhance effectiveness in extreme pollution cases, which are
challenging to predict due to their rarity, MULTIAIR employs
learnable normalization and a specialized loss function. Lastly,
to alleviate the difficulty of predicting for a longer lead
time, MULTTAIR combines curriculum learning with an auto-
regressive decoder structure.

Extensive experiments on three years of real-world data
show that MULTIAIR consistently outperforms state-of-the-
art methods across all lead times (up to 6 hours), achieving
13.3% higher CSI and 14.9% lower RMSE than the strongest
baseline. Ablation and case studies further validate its design
and effectiveness in predicting extreme pollution events. For
reproducibility, our source code and datasets are available at
https://anonymous.4open.science/r/MultiAir-20CS5.
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